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Task 2.4 Status Update M18 (BSC)

+ Task span M18-M48
» TALP generates profiling metrics reports defined by POP
« It will be extended as necessary to support the projects codes

» Support for user-defined code regions

dynamic
s
balancing

https://pm.bsc.es/dlb




TALP metrics report

* Pure MPI

« Hybrid MPI + OpenMP

DLB[..]: ######### Monitoring Region POP Metrics
#AHH#HHEH

DLB[..]: ### Name: MPI
Execution

DLB[..]: ### Elapsed Time : 12 s
DLB[..]: ### Parallel efficiency : 0.66
DLB[..]: ### - Communication eff. 0.90
DLB[..]: ### - Load Balance : 0.73
DLB[..]: ### - LB_in : 0.73
DLB[..]: ### - LB_out : 1.00
DLBI[..]: ############### Monitoring Region POP Metrics
HURHAHBRHHBHH S 1A

DLB[..]: ### Name:

Application

DLB[..]: ### Elapsed Time:

DLB[..]: ### Parallel efficiency:

DLB[..]: ### - MPI Parallel efficiency:

DLB[..]: ### - MPI Communication efficiency:
DLB[..]: ### - MPI Load Balance:

DLB[..]: ### - MPI Load Balance in:
DLB[..]: ### - MPI Load Balance out:
DLB[..]: ### - OpenMP Parallel efficiency:
DLB[..]: ### - OpenMP Load Balance:

DLB[..]: ### - OpenMP Scheduling efficiency:
DLB[..]: ### - OpenMP Serialization efficiency:
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TALP and GPU metrics

» Current status: early stage research

Result Size Time Cycles GPU SM Frequency Process Attributes
Current 591 - generateSampleRanksKernel > Y~ (64,1,1)x(256,1,1) 2298us 50,604 0-NVIDIA GeForce RTX 4080 2.20 Ghz [12660] CuMergeSort.exe

Baseline 1 588 - mergeSortSharedKern... (4096, 1, 1)x(512,1,1) 195.71us 431,510 0-NVIDIA GeForce RTX 4080 2.20 Ghz [12660] CuMergeSort.exe

Details Source ] t Comments Session £3 Compare | X Tools . ®@View . [sExport . =
w GPU Speed Of Light Throughput GPU Throughput Chart e
Compute (SM) Throughput [%] 1.57 (-98.10%) Duration [us] 22.98 (-88.26%)
Memory Throughput [%] 36.18 (-56.27%) Elapsed Cycles [cycle] 50,604 (-88.27%)
L1/TEX Cache Throughput [%] 7.14 (91.48%) SM Active Cycles [cyclel 39,345.88 (-90.76%)
L2 Cache Throughput [%] 20.88 (+99.86%) SM Frequency [Ghz] 220 (-0.11%)
DRAM Throughput [%] 36.18 (+28.27%) DRAM Frequency [Ghz] 10.77 (-0.18%)

[~ SmallGrid This kernel grid is too small to fill the available resources on this device, resulting in only 0.1 full waves across all SMs. Look at for more details. ®

® Roofline Analysis The ratio of peak float (fp32) to double (fp64) performance on this device is 64:1. The kernel achieved 0% of this device's fp32 peak performance and 0% of its fp64 peak performance.
st See the for more details on roofline analysis.
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source: https://docs.nvidia.co sight-compute/NsightCompute/
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TALP Pages (for continuous benchmarking)

« Similar CI/CD cycle:

Dev pushes
Plan commit
Performance Correctness
tests tests

* Monthly “big” tests to see if bigger runs see any improvement

* On Code Merge, test if performance is affected

+ POP-Metrics give user hints on scalability bugs and provide a per-region metric to spot
regions where optimization efforts have a larger impact



TALP Pages, usability in gitlab-ci.yaml

include: i
- remote: https://pm.bsc.es/gitlab/dlb/talp-pages/-/raw/add-vl/gitlab-templates/add-to-db/template.yml SS()rT1EB J()t) tr161t
inputs: generates a talp.json

fao0e- deplg

generating_job: talp-performance-run
talp_output: ./talp.json

H aquction

gitlab_url: https://gitlab.com

project_name: valentin.seitzl/sample-application

job_name: talp-create-artifacts

- remote: https://pm.bsc.es/gitlab/dlb/talp-pages/-/raw/add-v1l/gitlab-templates/generate-html/template.yml
inputs:

stage: deploy

generating_job: talp-create-artifacts

I job_name: talp-gen-html I

pages:
stage: deploy
script:
- echo "building pages..."
rules:

- if: SCI_COMMIT_REF_NAME == $CI_DEFAULT_BRANCH

- job: talp-gen-html I
L. LTIUE

artifacts:
paths:
- public
expire_in: Smin




Case monthly job:

ul]l] Time Series Report

Monthly Regression: 30 nodes

Select Regions Elapsed Time Parallel Efficiency Average IPC
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Case monthly job:

Select Regions

calce x mpi_allreduce x exchange x

Search region...

Ability to select regions of
interest

ul]l] Time Series Report

Monthly Regression: 30 nodes

Elapsed Time Parallel Efficiency Average IPC
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Case on Merge reguest job:

ul]l] Time Series Report

commit: f025c94

Select Regions Elapsed Time Parallel Efficiency Average IPC
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Case POP metrics for Performance Report

Search:

Optlml atlon potentlal . name clapsed Time s | Average P parallel eficiency  Communication eficiency  Load salance  Lsin  Ls our
Z .

MPI Execution 167.560521226 1.6334B19381116237  0.6037810888683377 008 10 10 10

app 153.482426501 2.766653001699078 0.7400046102281574 008 10 1.0 1.0

I f I ff I calc b 68121775094 2.486681403822505 1.1772474561170318 1.0 10 1.0 10
ca C—g or examp € sutiers a low avg calci 63228592986 3.370695866368961 1.2123868493721368 1.0 10 1.0 1.0

IPC —> more |n depth analySIS initialize_mesh 35.45208392 2.537619981086314 0.8420539857735099 1.0 10 10 10
m|ght reveal 0pt|m|zat|0n pos|b|l|tes initialize 32295353057 3.015738585145399 1.4287471326482328 1.0 1.0 1.0 1.0

cale o 21653503626 2.48448804262556 0.9783600133904361  0.98 10 10 10
calc )l 20264636507 1.5112202343277443  0.8922392800041579 1.0 10 1.0 1.0
cale d 17.649956336 3.284767689685336 0.8311903102603984 1.0 10 10 10
calc j 15.726633811 2.8314025453043333  0.8870878883901281 1.0 10 1.0 10
initialize_timestep  14.136713008 1.0260123185318138  0.8600561228850646 1.0 10 10 10
exchange 8918168871 2.4282831561931753  0.5078473439282778 047 10 1.0 10
cale k 5508100275 2.5415062018040146  12E0S00437003420 1.0 10 10 10
file_io 3816951781 1.4886205267880318  1.1367320743365115 097 10 1.0 1.0
calc g 2576887450 0.8871017273775160  1.000146336843625  0.01 10 10 10
calca 2.184751881 0.4129024761480276  1.2253329826530492 1.0 10 10 10
calc h 1601134431 0.3732263530206403  1.3383204354741504 10 10 10 10
add 1258311518 0.20183895991244213  1.0827008291465605 1.0 10 10 10
lin_comb 1.146164902 0.41747730764653374  1.444563112201878 10 10 10 10
calc e 1.025941493 1.70035040275781 0.738705280156083 0.6 10 1.0 10
mpi_allreduce 1.012698238 0.15461000514248505 0.0 00 10 1.0 1.0
cale f 0.959764646 1.B766087759190052  1.098657730009745 077 10 1.0 10
copy 0.238513457 0.32682763696909206  1.0133126867193258 1.0 10 10 1.0

Metrics overview

The eolaring shown above follows the following rules:
Average IPCParallel Efficiency
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